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COSMO:  
10 researchers in astrophysics and 

cosmology

COHEP: ~15 researchers in particle 

physics and astrophysics

PASC@CBPF



“Every question is a cry to 
understand the world. There is 

no such thing as a dumb 
question”

Carl Sagan

(The Demon-Haunted World: Science as a Candle in the Dark )



Introduction
• A word about the world cup


• A word about physics


• Physics is about measurements/data/observation: need 
error bars (statistics!)


• Physics is about connecting data with models: model 
fitting, errors, etc. (statistics!)


• Vast field that underpins our daily practice



Plan
• Prolegomena on probability distributions


Part 1:


• Maximum Likelihood Estimation (MLE) and Likelihood 
Ratio confidence intervals


• Worked examples


Part 2:


• A peek at Bayesian statistics


• On fitting, over (under) fitting, and regularization



A few mentis for fun



Probability

• Determinism is more intuitive and acceptable than 
stochasticity


• Most decisions are based on a probabilistic assessment 
(conscious or not) 


• Fundamental to our understanding of the world


• Not very intuitive


• Superficially addressed and poorly tough in most courses 

(including this one!)



Probability
• Nomenclature: random, probabilistic, stochastic

• Sources of uncertainty

• Incomplete observability

• Incomplete modeling

• Unpredictability (e.g. mood)

• Inherent stochasticity (e.g. QM)


• Simple probabilities

• Probability of something to happen (binary)

• Integer probability (discrete)

• Continuous probability  



Probability distribution function

• Realization: outcome of a random process (e.g. roll a dice)


• Sampling: number of realizations


• Example: 10,000 throws 


• Outcome

possible outcomes

Relative frequencies:

# times value appeared

#number of throws



possible outcomes

Underlying probabilistic distribution

probability mass function Probabilities add to one:

• Realization: outcome of a random process (e.g. roll a dice)


• Sampling: number of realizations


• Example: 10,000 throws 


• Outcome

Probability distribution function



Probability density/
distribution function

• A continuous variable will have continuous probability

• p(x) is the probability density

P =

Z B

A
p(x)dx

<latexit sha1_base64="bJB8l7bEaVDYVY8HIHNkMaMvpt0=">AAAB8HicbVDLSgMxFL1TX7W+prp0EyxC3ZSpFNSFUOvGZQX7gLYOmUymDc1khiSjLaX/4UbEjYJf4i/4N6YPhLYeCBzOOeHec72YM6Ud58dKra1vbG6ltzM7u3v7B3b2sK6iRBJaIxGPZNPDinImaE0zzWkzlhSHHqcNr3878RtPVCoWiQc9jGknxF3BAkawNpJrZ6vXbSa0e/NYQXF+cOYPXDvnFJwp0B8pLpMczFF17e+2H5EkpEITjpVqFZ1Yd0ZYakY4HWfaiaIxJn3cpaPpwmN0aiQfBZE0T2g0VRdyOFRqGHomGWLdU8veRPzPayU6uOyMmIgTTQWZDQoSjnSEJu2RzyQlmg8NwUQysyEiPSwx0eZGGVN9pegqqZ8XiqXC1X0pV67Mj5CGYziBPBThAspwB1WoAYFneIUP+LSk9WK9We+zaMqa/zmCBVhfv35TjrY=</latexit>

integral (area under the curve)

• Can compute a probability for a range of values

p(x)

x



Probability density/
distribution function

• A continuous variable will have continuous probability

• p(x) is the probability density

p(x)

x

• Probabilities must add up to 1: integral on all possible 
values is unity (normalization) Z +1

�1
p(x)dx = 1

<latexit sha1_base64="qhVzOrWtbaNJGU5Y1yLEkvducwU=">AAACAnicbVDLSgMxFM3UV62vqks3wSJUxDIjBXUhFN24rGAf0NaSyWTa0MyD5I50GLpz46+4EXGj4Af4C/6NaTsIbb0QcjjnXJJz7FBwBab5Y2SWlldW17LruY3Nre2d/O5eXQWRpKxGAxHIpk0UE9xnNeAgWDOUjHi2YA17cDPWG49MKh749xCHrOORns9dTgloqpsvtLkP3eRUXy7Eo4fkJEU4LA6PsTPEV5Z2mSVzMvgPWPOggNKpdvPfbSegkcd8oIIo1bLMEDoJkcCpYKNcO1IsJHRAeiyZRBjhI0052A2kPj7gCTvjI55SsWdrp0egr+a1Mfmf1orAvegk3A8jYD6dPuRGAkOAx31gh0tGQcQaECq5/iGmfSIJBd1aTkdfCLoI6mclq1y6vCsXKtdpCVl0gA5REVnoHFXQLaqiGqLoGb2iD/RpPBkvxpvxPrVmjHRnH82M8fULFxqWXA==</latexit>



Information encoded in a pdf
Example: Gaussian pdf

• Mode (peak), μ: most likely value


• Confidence region


• Range encompassing a given 
probability (percentile)


• Standard deviation σ: 
contains 68% probability


• Mean value, μ

argument parameters

(median more representative if outliers/tails)

Whole shape of the pdf contains useful information (e.g. multiple peaks)

The pdf contains essentially all information we can get from a stochastic process



Information encoded in a pdf
Example: skewed pdf

• Mode (peak), μ: most likely value


• Confidence region


• Range encompassing a given 
probability (percentile)


• Standard deviation σ: 
contains 68% probability


• Mean value, μ (median more representative if outliers/tails)

Whole shape of the pdf contains useful information (e.g. multiple peaks)

The pdf contains essentially all information we can get from a stochastic process
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Statistics, the Inverse Problem of Probability

For example, the exponential distribution.

f(x ; ⌧) =
1
⌧
e�x/⌧

Probability: knowing ⌧ , say something about x.

Statistics: knowing x, say something about ⌧ .



3

Statistics, the Inverse Problem of Probability

Probability (easy):

knowing that the half-life of a nucleus is ⌧ = 2 s

what is the fraction of decays between 1 and 3 s?

Unique solution: P (1 < t < 3 | ⌧=2) =

Z 3

1

f(x | ⌧) dx = e�
1
2 � e�

3
2 = 0.3834
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Statistics, the Inverse Problem of Probability

Statistics (difficult):

A random measurement of the exponential distribution gives: x = 2.7

What can we say about the parameter ⌧? ⌧ = 2.7+1.2
�0.8 with 68%CL.

The solution is “correct”, but not unique: many other correct solutions.

Often there is no “good” solution: many approximate solutions.



The Likelihood Function Definition 5

The Likelihood Function

A parameter ✓ is to be estimated from measurements x according to some f(x; ✓).

The probability to get x1, x 2 after 2 independent measurements : f(x1; ✓)⇥ f(x2; ✓)

And the probability to obtain the n independent measurements x = {xi} is

f(x | ✓) =
nY

i=1

f(xi; ✓)

This is the likelihood function but thought as function of ✓, given the measurement {xi}

L (✓) = L (✓ |x) ⌘
nY

i=1

f(xi; ✓)

The notation L stresses that we mean fixed data {xi}.
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The Likelihood Function Exponential Distribution Case 6

The Likelihood Function: the exponential distribution case

Consider n independent exponential measurements, f(x ; ⌧) =
1
⌧
e�x/⌧

L (⌧ |x) =
nY

i=1

f(xi | ⌧) =
nY

i=1

1
⌧
e�xi/⌧ =

1
⌧n

e�
Pxi/⌧

The likelihood expresses how likely the observed data x assuming a value of ⌧ .

However L (⌧ |x) is NOT a probability density on ⌧ :
Z 1

0

L (⌧ |x) d⌧ 6= 1

It is only normalized in x:
Z 1

0

L (⌧ |x) dx = 1



The Likelihood Function Exponential Distribution Case 7

The Likelihood Function: the exponential distribution case

Plots L (⌧) for different values of n, at constant
P

xi/n :
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Values of ⌧ for which L is very small are ruled out.

Best estimates of ⌧ come form the region where L is largest.

Precision of estimate for ⌧ comes from width of L distribution.

As n increases the admissible values of ⌧ get restricted: precision increases.

At large n the likelihood looks Gaussian.



The Likelihood Function Parameter estimate: Maximum likelihood principle 8

The Maximum Likelihood Principle

The Maximum Likelihood (ML) estimate, ✓̂(x), is that which maximizes L :

L (✓̂ |x) � L (✓ |x) 8✓

The estimate ✓̂(x) is a statistic, a function of only the data, an observable.

Numerical solution, maximizing L wrt ✓ at fixed x : unbinned fit.

For a few cases solution can be analytical, @L (✓ |x)
@✓

����
✓=✓̂

= 0

In general, logL is easier to work with : @ logL
@ ✓

= 0 , @L
@ ✓

= 0



The Likelihood Function Parameter estimate: Maximum likelihood principle 9

The Maximum Likelihood Principle: the exponential distribution case

The MLE for the exponential distribution, an example of analytical solution.

L (⌧) =
1
⌧n

e�
Pxi/⌧

logL (⌧) = �n log ⌧ �
P

xi

⌧

@ logL (⌧)
@⌧

= �n
⌧
+

P
xi

⌧2

@ logL (⌧)
@⌧

����
⌧̂

= 0 ) �n
⌧̂
+

P
xi

⌧̂2
= 0

⌧̂ =

P
xi

n



The Likelihood Function Extracting the Confidence Interval from L 10

The Likelihood Function: extracting the Confidence Interval from L

What about the uncertainty on the MLE parameters?

How to extract it from the width of the likelihood?
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The Likelihood Function Extracting the Confidence Interval from L 11

Confidence Intervals: the parabolic approximation

The MLE have the property of asymptotic normality: for n large, ✓̂ tends to gaussian.

Exponential example: ⌧̂ =

P
xi

n
, and

P
xi (sum of exponentials) tends to gaussian.

L (✓ | ✓̂) = f(✓̂ | ✓) = 1p
2⇡�

e�
1
2

�
✓̂�✓
�

�2

logL (✓ | ✓̂) = � log
p
2⇡� � 1

2

⇣ ✓̂ � ✓
�

⌘2

Repeating the experiment, ✓̂ (random variable) fluctuates around ✓ (fixed-parameter).

For one experiment:

L (✓ | ✓̂) is a gaussian centered on ✓̂.

logL (✓ | ✓̂) is a parabola centered on ✓̂.
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The Likelihood Function Extracting the Confidence Interval from L 12

Confidence Intervals: the parabolic approximation

The gaussian (parabolic) approximation works better at higher n.

But how bad does it work for n = 15 ? How do you measure “bad”?

0 2 4 6 8 10 12 14 16 18 20

τParameter 

0

0.02

0.04

0.06

0.08

0.1

0.12

0.14
15−10×

Li
ke

lih
oo

d

n = 15

0 2 4 6 8 10 12 14 16 18 20

τParameter 

0

0.1

0.2

0.3

0.4

0.5

42−10×

Li
ke

lih
oo

d

n = 40

0 2 4 6 8 10 12 14 16 18 20

τParameter 

41−

40−

39−

38−

37−

Lo
g 

Li
ke

lih
oo

d

n = 15

0 2 4 6 8 10 12 14 16 18 20

τParameter 

102−

101−

100−

99−

98−

Lo
g 

Li
ke

lih
oo

d
n = 40



The Likelihood Function Extracting the Confidence Interval from L 13

Confidence Intervals: the parabolic approximation

Within the parabolic approximation, the variance is extracted from the (usually

numerically evaluated) second derivative of logL :

L (✓ | ✓̂) =
1p
2⇡�

e�
1
2

�
✓�✓̂
�

�2

logL (✓ | ✓̂) = � log
p
2⇡� � 1

2

⇣✓ � ✓̂
�

⌘2

@ logL (✓ | ✓̂)
@ ✓

= �✓ � ✓̂
�2

@2 logL (✓ | ✓̂)
@ ✓2

= � 1
�2

=) �2 =

"
� @2 logL

@✓ 2

#�1

✓̂

If several parameters:

Cov(✓̂i, ✓̂j) =

"
�@2 logL

@✓i @✓j

#�1

✓̂



The Likelihood Function Extracting the Confidence Interval from L 14

Confidence Intervals: the parabolic approximation

The parabolic approximation assumes validity of the asymptotic Gaussian regime.

It is the default error calculation in most software packages.

It only requires the second derivatives at the maximum, the hessian matrix.

Accounts for correlations via the covariance matrix, the inverse of the hessian.



Likelihood Ratio Confidence Intervals 15

Likelihood Ratio Confidence Intervals



The Likelihood Function Review 16

The Likelihood Function: Review

A parameter ✓ is to be estimated from measurements x according to some f(x ; ✓).

The probability to obtain the n independent measurements x = {xi} is

f(x | ✓) =
nY

i=1

f(xi; ✓)

This is the likelihood function L (✓ |x), where L stresses we mean fixed data {xi}.

L (✓) = L (✓ |x) ⌘
nY

i=1

f(xi; ✓)

The likelihood expresses how likely the observed data, x, assuming a value of ✓.
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The Likelihood Function: Review

For the exponential case f(x ; ⌧) =
1
⌧
e�x/⌧ , the likelihood is L (⌧ |x) = 1

⌧n
e�

Pxi/⌧ :
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The Maximum Likelihood (ML) estimate, ✓̂(x), is that which maximizes L .

For the case of the exponential, the MLE is: ⌧̂ =

P
xi

n

The uncertainty in ✓̂(x) is related to the width of L

At large n the likelihood tends to a Gaussian (Central Limit Theorem).



The Likelihood Function The parabolic approximation 18

Confidence Intervals: the Parabolic Approximation

Let’s expand the likelihood logL (✓) in a series around ✓̂:

logL (✓) = logL (✓̂) +
@ logL (✓)

@ ✓

����
✓̂

(✓ � ✓̂) +
1
2
@2logL
@✓ 2

����
✓̂

(✓ � ✓̂)2

In the linear term, the derivative is zero.

In the quadratic term, it is the inverse of the Cramér-Rao estimator of sigma:

�̂2= �
@2logL
@✓ 2

���
✓̂

logL (✓) = logLmax �
1
2

✓
✓ � ✓̂
�̂

◆2

In the vicinity of the ML estimator, logL is parabolic.



The Likelihood Function The parabolic approximation 19

Confidence Intervals: the Parabolic Approximation

To see in which range the approximation is valid, the graphical interpretation of � is

useful.

logLp(✓) = logLmax �
1
2

⇣✓ � ✓̂
�

⌘2

logLp(✓ = ✓̂ ± n�) = logLmax �
n2

2

logLp(✓̂ ± n�) = logL max � n2

2

68.3%CL (✓̂ ± 1�) : logLp(✓CI) = logL max �
12

2
(0.5)

95.4%CL (✓̂ ± 2�) : logLp(✓CI) = logL max �
22

2
(2.0)

99.7%CL (✓̂ ± 3�) : logLp(✓CI) = logL max �
32

2
(4.5)
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Confidence Intervals: the Parabolic Approximation
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The log-likelihood for n = 15 measurements from an exponential distribution

L (⌧ |x) = 1
⌧n

e�
Pxi/⌧

The ML estimate in this example is ⌧̂ =

P
xi

n
= 5.0
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Confidence Intervals: the Parabolic Approximation
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The log-likelihood for n = 15 measurements from an exponential distribution

L (⌧ |x) = 1
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P
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Confidence Intervals: the Parabolic Approximation
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Trace the parabolic approximation L p that matches L at the maximum (L max)

L (⌧ |x) = 1
⌧n

e�
Pxi/⌧ The ML estimate in this case is ⌧̂ =

P
xi

n
= 5.0
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Confidence Intervals: the Parabolic Approximation
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LLmax - 0.5

Draw a line at L max � 0.5

L (⌧ |x) = 1
⌧n

e�
Pxi/⌧ The ML estimate in this case is ⌧̂ =

P
xi

n
= 5.0
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Confidence Intervals: the Parabolic Approximation
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LLmax - 0.5

The 68.3% CL interval limits correspond to the points where L p = L max � 0.5

L (⌧ |x) = 1
⌧n

e�
Pxi/⌧ The ML estimate in this case is ⌧̂ =

P
xi

n
= 5.0
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Confidence Intervals: the Parabolic Approximation
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logLp(⌧CI) = logL max � 0.5 68.3%CL (⌧̂ ± 1�) : 5.0± 1.3

logLp(⌧CI) = logL max � 2.0 95.4%CL (⌧̂ ± 2�) : 5.0± 2.6

logLp(⌧CI) = logL max � 4.5 99.7%CL (⌧̂ ± 3�) : 5.0± 3.9
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Confidence Intervals: the Parabolic Approximation
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Confidence Intervals: the Parabolic Approximation
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Confidence Intervals: the Parabolic Approximation
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Confidence Intervals: the Parabolic Approximation
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Confidence Intervals: the Parabolic Approximation
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For n = 15 , the parabolic approximation works fine up to ±1�

L (⌧ |x) = 1
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Confidence Intervals: the Parabolic Approximation
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Intervalos de Confianza: la aproximación parabólica
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For n = 1 , the parabolic approximation does not work even for ±1�

L (⌧ |x) = 1
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Pxi/⌧ The ML estimate in this case is ⌧̂ =
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n
= 5.0
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Confidence Intervals: the Parabolic Approximation

The recipe for the LLR intervals (also called MINOS confidence intervals) is very simple.

Take the recipe for the parabolic approximation:

68.3%CL : logLp(✓CI) = logL max � 0.5

95.4%CL : logLp(✓CI) = logL max � 2.0

99.7%CL : logLp(✓CI) = logL max � 4.5

and use the correct likelihood instead of its parabolic approximation:

68.3%CL : logL (✓CI) = logL max � 0.5

95.4%CL : logL (✓CI) = logL max � 2.0

99.7%CL : logL (✓CI) = logL max � 4.5
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Confidence Intervals: the log-likelihood ratio (LLR) approximation
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Start with the full likelihood L (⌧) .

Draw lines at L max � 12
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2 .
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Confidence Intervals: the log-likelihood ratio (LLR) approximation
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Confidence Intervals: the log-likelihood ratio (LLR) approximation
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Confidence Intervals: the log-likelihood ratio (LLR) approximation
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Confidence Intervals: the log-likelihood ratio (LLR) approximation
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Confidence Intervals: the log-likelihood ratio (LLR) approximation

Assessing the quality of the likelihood intervals:

Generate a sample of n measurements from the exponential ⌧ = 2 distribution.

Calculate for this sample the parabolic or LLR interval at a given CL.

Check if the true value (⌧ = 2) is included in (covered by) the interval.

Repeat the experiment many times (N = 10 6, for instance).

Measure coverage: fraction of experiments where CI contains the true value.

Verify if the coverage of the interval is equal to its Confidence Level.
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The Likelihood Function: extracting the Confidence Interval from L

Coverage results for n measurements from an exponential distribution with ⌧ = 2.

The CI are obtained at each CL using the parabolic and the LLR approximations.

68.3% 95.4% 99.7%

n Parab. LLR Parab. LLR Parab. LLR

1 60.5 64.4 71.8 80.7 77.1 81.2

2 66.6 66.3 79.8 92.6 85.9 93.6

3 67.7 66.9 83.4 95.1 89.6 97.4

4 68.4 67.2 85.4 94.6 92.1 99.1

5 68.1 68.0 87.0 94.9 93.1 99.5

6 68.2 68.5 87.8 95.2 94.7 99.6

8 90.1 95.3 95.4 99.6

10 90.5 95.0 96.3 99.6

15 92.3 95.5 97.0 99.6

20 92.8 95.2 97.8 99.6

30 93.7 95.4 98.3 99.7

40 93.8 95.2 98.8 99.7
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Maximum Likelihood Principle ! Least Squares Method

For n measurements from a distribution f(x |✓), the likelihood is L (✓) =
Q

f(xi |✓).

When f(x |✓) is Gaussian, the ML principle yields the method of least squares,

also called �2 minimization:

L (✓) =
nY

i=1

f(xi |✓) = C
nY

i=1

e
� 1

2

✓
xi�µ(✓)

�i

◆2

=) �2 logL (✓) =
nX

i=1

✓
xi � µ(✓)

�i

◆2

+C0

Maximizing L (✓) is the same as minimizing the sum of n gaussians squared,

which is the �2
(n) distribution.
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Alternative nomenclatures used in the litterature

logL � logL �2 logL �2

logL max � 1
2 (� logL max) + 1

2 (�2 logL max) + 1 �2
min + 1

logL max � 4
2 (� logL max) + 4

2 (�2 logL max) + 4 �2
min + 4

logL max � 9
2 (� logL max) + 9

2 (�2 logL max) + 9 �2
min + 9

15
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FIG. 10: The negative-log-likelihood curves from a fit to the 2574 data events for the model-dependent determination of f0.

� ln(L /L max) = 0.5 ) � lnL + lnL max = 0.5 ) lnL = lnL max � 1
2

⇤ = L /L max ) �2 ln⇤ = 1 ) �2 lnL + 2 lnL max = 1 ) �2 lnL = (�2 lnL max) + 1
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LLR Confidence Intervals Theory: One– dimensional case

The 68.3% LLR Confidence Interval is composed of the values of ✓ that satisfy :

logL (✓) � logL (✓̂)� 1
2

This is a consequence of Wilks’ Theorem:

“Twice the negative log-likelihood ratio is a random variable with distribution �2
(1)”

q(✓̂) ⌘ �2 log
L (✓ |x)
L (✓̂ |x)

⇠ �2
(1)

Notice that the likelihood ratio L (✓ |x)
L (✓̂ |x)

takes values in the (0, 1] range.
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LLR Confidence Intervals Theory: One– dimensional case

Wilk’s can also be written as

�2 log
L (✓ |x)
L (✓̂ |x)

= 2 logL (✓̂)� 2 logL (✓) = q(✓̂) ⇠ �2
(1)

How far can get ✓̂ from ✓ with 68% probability?

P

⇣
2 logL (✓̂)� 2 logL (✓)

⌘
 c

�
= 0.68

Using Wilks’ Theorem:
P
h
q(✓̂)  c

i
= 0.68 ) c = 1

P

⇣
2 logL (✓̂)� 2 logL (✓)

⌘
 1

�
= 0.68

68%CL : logL (✓) � logL (✓̂)� 1
2
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LLR intervals: example

Negative profile log-likelihood for the number of CE⌫NS events present in CsI[Na] data. Likelihood values are shifted to 0.

This result is within the 68% confidence band of the SM prediction shown as a shaded region and a vertical dashed line. The 68%,

95%, and 99.9999% confidence levels (1 sigma, 2 sigma, and 5 sigma) of the fit are shown as ascending horizontal dotted lines.

Science, vol. 357, no. 6356, 2017, pp. 1123–1126
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Two–dimensional LLR intervals

Two parameters: L(✓ |x) = L (✓1, ✓2 |x)

The ML estimate is similar:

L (✓̂1, ✓̂2 |x) � L (✓1, ✓2 |x) 8 ✓1, ✓2

The intervals are now 2–dim contours:

logL (✓1, ✓2) � logL (✓̂1, ✓̂2)� 1
2 �2

2,CL

where �2
2,CL =

8
>><

>>:

2.30 68.3%CL

6.16 95.4%CL

11.62 99.7%CL

to check this assumption, we repeat the measurement
using two different MC samples for the t!t signal, simu-
lated with mt ¼ 170 GeV=c2 and mt ¼ 175 GeV=c2,
respectively. Central values and uncertainties on those
systematic effects are included in the likelihood as nui-
sance parameters.

As a consistency check, the effect of each source of
systematic uncertainty is estimated via simulated experi-
ments. For each source we generate a set of simulated
experiments with the same prescription but with the
nuisance parameter xa, relative to the systematic effect
under study, shifted by one standard deviation from its
nominal value. We determine the effect of changing each
source of systematic uncertainty as the change in the
mean of the distributions of R and !t!t. Table II lists
the various systematic uncertainties assumed as fully
uncorrelated.

We measure R ¼ 0:94" 0:09 and !t!t ¼ 7:5" 1:0 pb
with a correlation " ¼ #0:434. Figure 2 shows the two-
dimensional likelihood contour in the (R,!t!t) plane, for the
fit including statistical and systematic uncertainties. The
results are in agreement with the theoretical prediction [17]
to within one standard deviation.

To determine the credibility level limit on R, we follow a
Bayesian statistical approach. Since R is bounded to be in
the interval [0,1], the prior probability density is chosen to
be zero outside these R boundaries, while we consider all
physical values equally probable. To obtain the posterior
distribution for R, we integrate over all nuisance parame-
ters using non-negative normal distributions as priors. We
also integrate over !t!t with the only constraint to be
positive defined.

The Bayesian lower limits are R> 0:785 (0.876) at 95
(68) % credibility level (CL) [22]. From Eq. (1) we extract
a measurement of Vtb. Assuming three generations of

quarks and given the unitarity of the CKM matrix, we
get R ¼ jVtbj2. From the fit results we obtain jVtbj ¼
0:97" 0:05 and jVtbj> 0:89 at 95% C.L.
In summary, we present the simultaneous measure-

ment of R ¼ 0:94" 0:09 and !t!t ¼ 7:5" 1:0 pb, and
the determination of jVtbj ¼ 0:97" 0:05. The results
for R and jVtbj are the most precise determination ob-
tained by CDF and are in agreement with the standard
model [2], with the previous CDF measurements [6],
with the latest measurement of R performed by D0 [7],
and with the direct measurement of single-top-quark
production cross section performed by LHC [23] and
Tevatron [4,24] experiments.

We thank the Fermilab staff and the technical staffs of the
participating institutions for their vital contributions. This
work was supported by the U.S. Department of Energy and
National Science Foundation; the Italian Istituto Nazionale
di Fisica Nucleare; the Ministry of Education, Culture,
Sports, Science and Technology of Japan; the Natural
Sciences and Engineering Research Council of Canada;
the National Science Council of the Republic of China;
the Swiss National Science Foundation; the A. P. Sloan
Foundation; the Bundesministerium für Bildung und
Forschung, Germany; the Korean World Class University
Program, the National Research Foundation of Korea; the
Science and Technology Facilities Council and the Royal
Society, UK; the Russian Foundation for Basic Research;
the Ministerio de Ciencia e Innovación, and Programa
Consolider-Ingenio 2010, Spain; the Slovak R&D Agency;
the Academy of Finland; and the Australian Research
Council (ARC).

TABLE II. Systematic uncertainties on the measurement of R
and !t!t obtained from simulated experiments. ‘‘Others’’ indi-
cates the squared sum of minor systematic uncertainties. All
systematic uncertainties are assumed to be fully uncorrelated.
The statistical uncertainty is shown as well.

Source þ#R ##R þ#!t!t (pb) ##!t!t (pb)

b-tagging 0.078 #0:073 0.06 #0:03
Background
normalization

0.056 #0:052 0.78 #0:66

Jet-energy scale 0.016 #0:019 0.46 #0:41
ISR/FSR 0.006 #0:006 0.22 #0:21
Luminosity 0.001 #0:002 0.44 #0:39
Top-quark mass 0.001 #0:000 0.33 #0:32
Others 0.005 #0:006 0.17 #0:15
Total syst. uncert. 0.088 #0:081 1.04 #0:92
Statistical 0.043 #0:043 0.29 #0:29

 Wq)→B(t
 Wb)→B(t

R = 

0.6 0.8 1 1.2 1.4

 (
pb

)
t t

→
 ppσ
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Lepton+Jets Data
NLO PRD80, 054009 (2009)
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FIG. 2 (color online). The fit results for the simultaneous
measurement of R and !t!t. The X-cross corresponds to the
maximum of the likelihood; the point with error bar to the
NLO cross section calculation. The two-dimensional confidence
regions are shown as well.
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LLR Confidence Intervals Theory: Multi– dimensional case

Wilk’s for several parameters, ✓ = {✓k}

�2 log
L (✓ |x)
L (✓̂ |x)

= 2 logL (✓̂)� 2 logL (✓) = q(✓̂) ⇠ �2
(k)

How far can get ✓̂ from ✓ with CL% probability?

P

⇣
2 logL (✓̂)� 2 logL (✓)

⌘
 c

�
= CL

Using Wilks’ Theorem:
P
h
q(✓̂)  c

i
= CL ) c = �2

k,CL (CL quantile)

P

⇣
2 logL (✓̂)� 2 logL (✓)

⌘
 �2

k,CL

�
= CL

logL (✓) � logL (✓̂)� 1
2
�2
k,CL
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LLR Confidence Intervals Theory: Multi– dimensional case

logL (✓) � logL (✓̂)� 1
2
�2
k,CL

If f(x) has distribution �2
(k), the quantile �2

k,CL is defined as:

Z �2
k,CL

0

f(x) dx = CL
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LLR Confidence Intervals and nuisance parameters: Profile likelihood

Usually a measurement depends on several parameters, L (µ,✓ |x), divided into

parameters of interest, µ = {µ1, · · · , µn}, usually one or two;

the remaining ones, called nuisance parameters, ✓ = {✓1, · · · , ✓m}.

The profile likelihood is defined as:

L prof(µ) = L (µ, ˆ̂✓(µ))

where the notation ˆ̂✓(µ) means the value of ✓ that maximizes L , at fixed µ.

+ Profiling produces a likelihood that depends only on the parameters of interest.
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LLR Confidence Intervals and nuisance parameters: Profile likelihood

Wilks’ theorem is valid for the profile likelihood ratio:

�2 log
L (µ, ˆ̂✓)

L (µ̂, ✓̂)
= 2 logL (µ̂, ✓̂)� 2 logL (µ, ˆ̂✓) ⇠ �2

(n)

where n is the number of parameters of interest, µ.

This yields the same recipe for LLR confidence intervals when removing the nuisance

parameters via profiling

logL (µ, ˆ̂✓) = L max � 1
2
�2
n,CL



Lecture 2

Notebook time


• Notebooks:


• Unbinned_Likelihood_fit_IDPASC.ipynb


• Likelihood_IDPASC.ipynb


• Play with the others…









A hint at Bayesian Statistics



Probability with more variables

• Joint probability P(x,y) 


(probability of two things happening)


• If events are independent P(x,y) = P(x) x P(y)


• Marginal probability P(x)


• Probability that x happens, regardless of y


• If discrete:


• Continuous case:
p(x) =

Z
p(x, y)dy

<latexit sha1_base64="YAFBmmvyJJudYkRK9KhmYPSHVPU=">AAAB8XicbVDLSgMxFL1TX7W+xrp0EyxCC1JmpKAuhKIblxXsA9pSMplMG5rJDElGOpR+iBsRNwr+iL/g35g+ENp6IHA454R7z/VizpR2nB8rs7G5tb2T3c3t7R8cHtnH+YaKEklonUQ8ki0PK8qZoHXNNKetWFIcepw2veH91G8+U6lYJJ50GtNuiPuCBYxgbaSenY+Lo9JthwmNDLtIS37aswtO2ZkB/RF3lRRggVrP/u74EUlCKjThWKm268S6O8ZSM8LpJNdJFI0xGeI+Hc82nqBzI/koiKR5ZvRMXcrhUKk09EwyxHqgVr2p+J/XTnRw3R0zESeaCjIfFCQc6QhN6yOfSUo0Tw3BRDKzISIDLDHR5kg5U32t6DppXJbdSvnmsVKo3i2OkIVTOIMiuHAFVXiAGtSBwAhe4QM+LWW9WG/W+zyasRZ/TmAJ1tcvHE2PDw==</latexit>

P (x) =
X

y

P (x, y)

<latexit sha1_base64="R4pDqsDXiyU20zA5SRzqZGZg+OU=">AAAB9HicbVDLSgMxFL1TX7W+RsWVm2ARWpAyIwV1IRTduKxgH9CWIZNm2tDMgyRTHIb5EzcibhT8Dn/BvzF9ILT1QODknBNy73EjzqSyrB8jt7a+sbmV3y7s7O7tH5iHR00ZxoLQBgl5KNoulpSzgDYUU5y2I0Gx73Lackf3E781pkKyMHhSSUR7Ph4EzGMEKy055km99Fy+RV0Z+06aZEhfL5KyYxatijUF+iP2MinCHHXH/O72QxL7NFCEYyk7thWpXoqFYoTTrNCNJY0wGeEBTadDZ+hcS33khUKfQKGpupDDvpSJ7+qkj9VQLnsT8T+vEyvvupeyIIoVDcjsIy/mSIVo0gDqM0GJ4okmmAimJ0RkiAUmSvdU0KuvLLpKmpcVu1q5eawWa3fzEvJwCmdQAhuuoAYPUIcGEEjhFT7g0xgbL8ab8T6L5oz5m2NYgPH1C+PakAo=</latexit>



Conditional Probability

• Probability that x happens, given that y happens (i.e. for a 
given value of y): P(x|y)


• If events are independent: P(x|y) = P(x)


• Not otherwise!


• P(red)=0.4


• P(red|red)=0.25


• P(red|blue) = 0.5


• In general P(x,y)=P(x|y)P(y)



A worked example: disease in women and men

Frequency yields probabilityFrequency yields (an estimate of!) probability
P(X,Y) , X = [M,W], Y = [D, N]

Men Women

Disease 200 100

No disease 300 400

1000 people

P(D,M) = (Joint probability)200/1000 = 0.2



1000 people

300/1000 = 0.3
• P(M) =

• P(D) =
Marginal probabilities

200/500 = 0.4• P(D|M) =
Conditional probability

(easily extended for PDFs!)

500/1000 = 0.5

Applying the rule

P (D|M) =
P (D,M)

P (M)

<latexit sha1_base64="K6an+LyEsABuFqS7zNZzFOHEuPE=">AAACFXicbZDLSsNAFIYnXmu9RV26GSxCBSmJFC8LoWgXboQI9gJNKZPppB06uTAzEUrMc7jxVdyIiKDg2rdxkgahrQeG8/OdM8z8vxMyKqRh/GgLi0vLK6uFteL6xubWtr6z2xRBxDFp4IAFvO0gQRj1SUNSyUg75AR5DiMtZ3SdzlsPhAsa+PdyHJKuhwY+dSlGUqGefmqVY5t7sJ48Zv02ObqEtssRjq2yAnE9OU6b4klOUtnTS0bFyAr+CXNWlEBeVk//sPsBjjziS8yQEB3TCGU3RlxSzEhStCNBQoRHaEDizFUCDxXqQzfg6vgSZnRqD3lCjD1HbXpIDsXsLIX/zTqRdM+7MfXDSBIfTx5yIwZlANOIYJ9ygiUbK4Ewp+qHEA+RikSqIIvK+pzRedE8qZjVysVdtVS7ykMogH1wAMrABGegBm6ABRoAg2fwCj7Bl/akvWhv2vtkdUHL7+yBqdK+fwEbAp39</latexit>

= 0.2/0.5 = 0.4

Frequency yields probability

A worked example: disease in women and men

P(X,Y) , X = [M,W], Y = [D, N]

Men Women

Disease 200 100

No disease 300 400

P(D,M) = 200/1000 = 0.2



Bayesian Statistics

P (X,Y) = P (X|Y)⇥ P (Y)

<latexit sha1_base64="kTu2OePEYZSi4PnOI3clsl1Yc48=">AAACFXicbVDLSgMxFL1TX7W+Rl26CRahgpQZKT4WQtGNywq2VjqlZNJMG5p5kGSEMvY73PgrbkREUHDt35hOa6GtF0LOPedcknPdiDOpLOvHyCwsLi2vZFdza+sbm1vm9k5NhrEgtEpCHoq6iyXlLKBVxRSn9UhQ7Luc3rm9q6F+90CFZGFwq/oRbfq4EzCPEaw01TJPKoXEET6qD47S+35weIEm3OMf5yjmU6kF3Se6b5l5q2ilhSbAngV5GFelZX447ZDEPg0U4VjKhm1FqplgoRjhdJBzYkkjTHq4Q5M01QAdaKqNvFDoEyiUslM+7EvZ913t9LHqylltSP6nNWLlnTUTFkSxogEZPeTFHKkQDVeE2kxQonhfA0wE0z9EpIsFJkovMqejzwWdB7Xjol0qnt+U8uXL8RKysAf7UAAbTqEM11CBKhB4hlf4hC/jyXgx3oz3kTVjjGd2YaqM71/xDJ0/</latexit>

P (X,Y) = P (Y|X)⇥ P (X)

<latexit sha1_base64="2XDxaG7xEMDctyjePzb20/+rZBA=">AAACFXicbVBdS8MwFE3n15xfVR99CQ5hAxmtDD8ehKEvPk5wc2MdI83SLSxpS5IKo/Z3+OJf8UVEBAWf/TdmXRG2eSHk3HPOJTnXDRmVyrJ+jNzS8srqWn69sLG5tb1j7u41ZRAJTBo4YIFouUgSRn3SUFQx0goFQdxl5N4dXU/0+wciJA38OzUOSZejgU89ipHSVM88rZdiR3DYSo7Tu52UL2HGtZPHTCs7inIitaD7WPc9s2hVrLTgH7DnQRFkVe+ZH04/wBEnvsIMSdmxrVB1YyQUxYwkBSeSJER4hAYkTlMl8EhTfegFQh9fwZSd8SEu5Zi72smRGsp5bUL+p3Ui5Z13Y+qHkSI+nj7kRQyqAE5WBPtUEKzYWAOEBdU/hHiIBMJKL7Kgoy8EXQTNk4pdrVzcVou1q2wJeXAADkEJ2OAM1MANqIMGwOAZvIJP8GU8GS/Gm/E+teaMbGYfzJTx/QvvmJ0+</latexit>

• Frequentist probability: rates at which events occur (needs many 
repetitions!)


• Bayesian probability: degree of belief


• Powerful approach: inference, confidence, use prior information, updates


• Widely used in physics and, more recently, in AI


• Bayes theorem:


• From the conditional and marginal probabilities

P (X|Y) =
P (Y|X)P (X)

P (Y)

<latexit sha1_base64="W4OmKOnNVpOxkPDylaFXeYcXWgY=">AAACI3icbZBNS8MwHMbT+TbnW9Wjl+AQtstoZaAehKEePE5wW8c6RpqlW1j6QpIKo/bjePGTCF5EvEzwu5h1ZbLNP4Q8PL8ntP/HCRkV0jAmWm5tfWNzK79d2Nnd2z/QD4+aIog4Jg0csIBbDhKEUZ80JJWMWCEnyHMYaTmj2ylvPREuaOA/ynFIuh4a+NSlGEll9fS7eim2uQet5Dm920kZXtsuRzjOSDsjliLzcDn5w+WkpxeNipEOnAtzWRRBNvWe/mb3Axx5xJeYISE6phHKboy4pJiRpGBHgoQIj9CAxOmOCTxTVh+6AVfHlzB1F3LIE2LsOSrpITkUy2xq/sc6kXQvuzH1w0gSH88+5EYMygBOC4N9ygmWbKwEwpyqP4R4iFRBUtVaUKuvLLoqmucVs1q5eqgWazdZCXlwAk5BCZjgAtTAPaiDBsDgFXyACfjWXrR37VP7mkVzWvbmGCyM9vML00Oi8Q==</latexit>

P (X|Y) =
P (Y|X)P (X)

P (Y)

<latexit sha1_base64="W4OmKOnNVpOxkPDylaFXeYcXWgY=">AAACI3icbZBNS8MwHMbT+TbnW9Wjl+AQtstoZaAehKEePE5wW8c6RpqlW1j6QpIKo/bjePGTCF5EvEzwu5h1ZbLNP4Q8PL8ntP/HCRkV0jAmWm5tfWNzK79d2Nnd2z/QD4+aIog4Jg0csIBbDhKEUZ80JJWMWCEnyHMYaTmj2ylvPREuaOA/ynFIuh4a+NSlGEll9fS7eim2uQet5Dm920kZXtsuRzjOSDsjliLzcDn5w+WkpxeNipEOnAtzWRRBNvWe/mb3Axx5xJeYISE6phHKboy4pJiRpGBHgoQIj9CAxOmOCTxTVh+6AVfHlzB1F3LIE2LsOSrpITkUy2xq/sc6kXQvuzH1w0gSH88+5EYMygBOC4N9ygmWbKwEwpyqP4R4iFRBUtVaUKuvLLoqmucVs1q5eqgWazdZCXlwAk5BCZjgAtTAPaiDBsDgFXyACfjWXrR37VP7mkVzWvbmGCyM9vML00Oi8Q==</latexit>



Example: am I infected?
• Test for a disease is 90% sensitive: true positive rate (TPP) = 0.9


• It is 80% specific: True Negative Rate (TNR) = 0.8 (FPR = 0.2)


• Prevalence (fraction of infected): 5%


• So, if I test positive, means there is 90% chance I am infected?

P (Infected|Positive)

<latexit sha1_base64="8dJs071T7cJ1YyCwRIhkYoWCdpY=">AAAB/HicbVBLSwMxGMzWV62vVY8iBItQL2UrBfVW9KK3FewD2lKy2W/b0OxmSbKFstaLf8WLiBcFf4N/wX9j+kBo60BgmJmQzHgxZ0o7zo+VWVldW9/Ibua2tnd29+z9g5oSiaRQpYIL2fCIAs4iqGqmOTRiCST0ONS9/s3Yrw9AKiaiBz2MoR2SbsQCRok2Usc+dgtpS4b4LgqAavDxI3aFYpoNYHSGO3beKToT4D9SWiR5NIPbsb9bvqBJCJGmnCjVLDmxbqdEakY5jHKtREFMaJ90IZ18foRPjeTjQEhzIo0n6lyOhEoNQ88kQ6J7atEbi/95zUQHl+2URXGiIaLTh4KEYy3weAnsM2kq86EhhEpTmWLaI5KYGaTKmepLRZdJ7bxYKhev7sv5yvVshCw6QieogEroAlXQLXJRFVH0jF7RB/q0nqwX6816n0Yz1uzOIZqD9fULbMSTyg==</latexit>

=
P (Positive|Infected)P (Infected)

P (Positive)

<latexit sha1_base64="pHIpEAbSnMWkVTdylHhke7OAKUk=">AAACKnicbVBLS8NAGNzUV62vqEcvi0Wol5JIQT0IRS+Klwj2AU0pm82mXbrZhN1NocT+Iy/+C89epHhR8Ie4bYPS1oGFYWY+lhkvZlQqyxobuZXVtfWN/GZha3tnd8/cP6jLKBGY1HDEItH0kCSMclJTVDHSjAVBocdIw+vfTPzGgAhJI/6ohjFph6jLaUAxUlrqmPdX0A0EwqlTSl0RQieSVNEBgU/wjgcEK+KPTmFm/imjFC4caK1jFq2yNQX8JfYiKYIMTsd8df0IJyHhCjMkZcu2YtVOkVAUMzIquIkkMcJ91CXptOoInmjJh0Ek9OMKTtW5HAqlHIaeToZI9eSiNxH/81qJCi7aKeVxogjHs4+ChEEVwclu0KdCd2dDTRAWujKGuIf0ckqvW9DVl4ouk/pZ2a6ULx8qxep1NkIeHIFjUAI2OAdVcAscUAMYvIB38Am+jGfjzRgbH7NozshuDsEcjO8fLFCmWA==</latexit>

=
P (Positive|Infected)P (Infected)

P (Positive|Infected)P (Infected) + P (Positive|NotInfected)P (NotInfected)

<latexit sha1_base64="6+tKRznucEv2PBCul36i++7jfUA=">AAACfnicfVHbSsNAEN3EW623qo++LBZFEWsqFeuDUPRFX6SCrYIpZbPdtEs32bA7KZSYb/F3/AX/xu0FpU1xYOBwzhmGM+NFgmtwnG/LXlpeWV3Lrec3Nre2dwq7e00tY0VZg0oh1ZtHNBM8ZA3gINhbpBgJPMFevf79SH8dMKW5DF9gGLFWQLoh9zklYKh24fMWu74iNKmfJK4KcF1qDnzA8Ad+DH1GgXXSUzwV/5j0f3924Czrf5KwYMcsm7YLRafkjAv/gvI8KKJp1duFL7cjaRywEKggWr+XnQhaCVHAqWBp3o01iwjtky5LxudL8ZGhOtiXynQIeMzO+Eig9TDwjDMg0NPz2ohcpL3H4FdbCQ+jGFhIJ4v8WGCQePQL3OHK5BRDAwhV5i4U0x4x3wDzsbyJngmaBc3LUrlSunmuFGt30yPk0AE6RCeojK5RDT2gOmogaq1YZ1bFurKRfWyf2xcTq21NZ/bRTNnVHxUXveU=</latexit>

=
0.9⇥ 0.05

0.9⇥ 0.05 + 0.2⇥ 0.95

<latexit sha1_base64="ox5eKkMm9DB9/iAScDNfm7ZsXQ8=">AAACGXicbVBLSwMxGMzWV62vVY9egkUQhGW3tGgFoejFYwX7gG4p2TTbhmYfJN8KZekv8eJf8SLFi4In/43pA6WtA4FhZkIy48WCK7DtbyOztr6xuZXdzu3s7u0fmIdHdRUlkrIajUQkmx5RTPCQ1YCDYM1YMhJ4gjW8wd3EbzwxqXgUPsIwZu2A9ELuc0pASx3z+ga7viQ0ta0ydoEHTGHbskujZQFf2FbhTyiXRh0zr40p8C9xlkkezVHtmGO3G9EkYCFQQZRqOXYM7ZRI4FSwUc5NFIsJHZAeS6fNRvhMS13sR1KfEPBUXciRQKlh4OlkQKCvlr2J+J/XSsC/aqc8jBNgIZ095CcCQ4QnM+Eul4yCGGpCqOT6h5j2iR4K9Jg5XX2l6CqpFyynaJUfivnK7XyELDpBp+gcOegSVdA9qqIaougFvaEP9Gk8G6/G2HifRTPG/M4xWoDx9QO+c5uB</latexit>

' 19%

<latexit sha1_base64="gBb4ipFuGHMOi/mS18EJqmUcZ0w=">AAAB6HicbVDLSgMxFL1TX7W+qi7dBEvBVZmRgnZXdOOygn1Ap5RMeqeNzUzGJCOU0n9wI+JGwa/xF/wb0wdCWw8EDueccO+5QSK4Nq7742Q2Nre2d7K7ub39g8Oj/PFJQ8tUMawzKaRqBVSj4DHWDTcCW4lCGgUCm8Hwduo3n1FpLuMHM0qwE9F+zEPOqLFS29c8wifiVfxiN19wS+4M5I94q6QAC9S6+W+/J1kaYWyYoFq3PTcxnTFVhjOBk5yfakwoG9I+jmeLTkjRSj0SSmVfbMhMXcrRSOtRFNhkRM1Ar3pT8T+vnZrwujPmcZIajNl8UJgKYiSZtiY9rpAZMbKEMsXthoQNqKLM2NvkbPW1ouukcVnyyqXKfblQvVkcIQtncA4X4MEVVOEOalAHBhJe4QM+nUfnxXlz3ufRjLP4cwpLcL5+AejGjCY=</latexit>



Modelling data
• Bayesian statistics is extremely powerful for modeling 

data 

P (X|Y) =
P (Y|X)P (X)

P (Y)

<latexit sha1_base64="W4OmKOnNVpOxkPDylaFXeYcXWgY=">AAACI3icbZBNS8MwHMbT+TbnW9Wjl+AQtstoZaAehKEePE5wW8c6RpqlW1j6QpIKo/bjePGTCF5EvEzwu5h1ZbLNP4Q8PL8ntP/HCRkV0jAmWm5tfWNzK79d2Nnd2z/QD4+aIog4Jg0csIBbDhKEUZ80JJWMWCEnyHMYaTmj2ylvPREuaOA/ynFIuh4a+NSlGEll9fS7eim2uQet5Dm920kZXtsuRzjOSDsjliLzcDn5w+WkpxeNipEOnAtzWRRBNvWe/mb3Axx5xJeYISE6phHKboy4pJiRpGBHgoQIj9CAxOmOCTxTVh+6AVfHlzB1F3LIE2LsOSrpITkUy2xq/sc6kXQvuzH1w0gSH88+5EYMygBOC4N9ygmWbKwEwpyqP4R4iFRBUtVaUKuvLLoqmucVs1q5eqgWazdZCXlwAk5BCZjgAtTAPaiDBsDgFXyACfjWXrR37VP7mkVzWvbmGCyM9vML00Oi8Q==</latexit>

In practice P (X|Y) / P (Y|X)P (X)

<latexit sha1_base64="lkvIfvNkmz39fFP5y/ki/OeubzE=">AAACF3icbVBPa8IwHE3dP+f+ddtxlzAZ6EXqEOZusl12dDC1YkXSmGowbUqSDqTrB9llX2WXMbxssOO+zWItgrofhDzeez+S99yQUaks69fIbW3v7O7l9wsHh0fHJ+bpWVvySGDSwpxxYbtIEkYD0lJUMWKHgiDfZaTjTu7neueZCEl58KSmIen7aBRQj2KkNDUw681S7Agf2slLeneTMnRCwUPFYSZ1M8nW0tJdHphFq2KlA5egug6KIJvmwJw5Q44jnwQKMyRlr2qFqh8joShmJCk4kSQhwhM0InGaK4FXmhpCjwt9AgVTdsWHfCmnvqudPlJjua7Nyf+0XqS8ej+mQRgpEuDFQ17EoA49LwkOqSBYsakGCAuqfwjxGAmEla6yoKNvBN0E7etKtVa5fawVG3dZCXlwAS5BCVTBDWiAB9AELYDBG/gAX+DbeDXejU9jtrDmjGznHKyM8fMHsbCeJw==</latexit>

model

data

prior
posterior:

likelihood

Constant of proportionality derived from normalization (probabilities add to 1)

• Maximizing the posterior with respect to X one obtains the best model 
(within a family) that describes the data


• Yields the whole pdf of X: shape, confidence levels / error bars….



Bayesian statistics for 
continuous variables

• The likelihood is the joint probability density function (PDF) of 
the observed data, viewed as a function of the parameter vector


• For n independent and identically distributed observations:


• New ingredient: prior Distribution         


• A joint probability density function representing prior 
information:

<latexit sha1_base64="ZJrssUYaTOie2k5H9j9DmVJlrNc="></latexit>

f(x | ✓) =
nY

i=1

f(xi | ✓)
<latexit sha1_base64="mbmz9a+LSvvkzHifg5WZpyqx39A=">AAAB93icdVDLSgMxFM34rPU16kZwEyxC3ZSZoqPuim5cVrAP6JSSyWTa0MyD5I4wlPorbkTcKPgX/oJ/Y6YdFxW9EHI454Sce7xEcAWW9WUsLa+srq2XNsqbW9s7u+beflvFqaSsRWMRy65HFBM8Yi3gIFg3kYyEnmAdb3yT650HJhWPo3vIEtYPyTDiAacENDUwD92EV10vFr7KQn1NXBgxINPTgVmxatZs8BzYdQ3OLfvKcbBdSBVUTHNgfrp+TNOQRUAFUapnWwn0J0QCp4JNy26qWELomAzZZJZ7ik805eMglvpEgGfsgo+EKo+lnSGBkfqt5eRfWi+F4LI/4VGSAovo/KMgFRhinJeAfS4ZBZFpQKjkOiGmIyIJBV1VWa/+sx/+H7TrNdupOXdnlcZ1UUIJHaFjVEU2ukANdIuaqIUoekTP6A29G5nxZLwYr3PrklG8OUALY3x8A5kAkvI=</latexit>

⇡(✓)

<latexit sha1_base64="6T/O2/7v0JmibTs6jI8KxLr1b6c=">AAACIXicdVDLSgMxFM3UV62vqks3wSJUkDJTtOpCKHXjskJf0ClDJpO2oZkHyR2hDP0aN36KbkTcqPgzpu24qNQLIYdzTsg9x40EV2CaX0ZmZXVtfSO7mdva3tndy+8ftFQYS8qaNBSh7LhEMcED1gQOgnUiyYjvCtZ2R7dTvf3ApOJh0IBxxHo+GQS8zykBTTn5ms0DcBK7MWRAJtiOeNF2Q+Gpsa+vxIYZf4rtM+wtEfANtpx8wSyZs8FzYJU1uDCt60oFW6lUQOnUnfyz7YU09lkAVBClupYZQS8hEjgVbJKzY8UiQkdkwJJZwgk+0ZSH+6HUJwA8Yxd8xFfTzbTTJzBUf7UpuUzrxtC/6iU8iGJgAZ1/1I8FhhBP68Iel4yCGGtAqOR6Q0yHRBIKutScjv6bD/8PWuWSVSlV7s8L1VpaQhYdoWNURBa6RFV0h+qoiSh6Qq/oA30aj8aL8Wa8z60ZI31ziBbG+P4BF3ij3Q==</latexit>Z

⇥
⇡(✓) d✓ = 1

<latexit sha1_base64="ehyOv1TmW/sfgR2c5QTPKs+/zEo="></latexit>

L(✓ | x) = f(x | ✓)



Bayes theorem 
• To combine the likelihood and the prior into a valid 

probability density function, we normalize by the marginal 
likelihood (also called the evidence):


• Where the marginal likelihood is the multi-dimensional 
definite integral:


• Require sophisticated numerical methods (e.g. MCMC)

<latexit sha1_base64="+0PT3V/PmkBA1BPza3Hzx1qkCrI="></latexit>

p(✓ | x) = f(x | ✓)⇡(✓)
p(x)

<latexit sha1_base64="TctH4ASbZt+a3n6va9v92LNp6U0="></latexit>

p(x) =

Z

⇥
f(x | ✓)⇡(✓) d✓ =

Z

⇥1

· · ·
Z

⇥d

f(x | ✓1, . . . , ✓d)⇡(✓1, . . . , ✓d) d✓1 . . . d✓d



Marginal Posterior Density

• If you only care about a single parameter and want to 
integrate out the nuisance parameters

<latexit sha1_base64="TXwCZYetdYIKeFgHYwjgdvSp92g="></latexit>

p(✓1 | x) =
Z

⇥2

· · ·
Z

⇥d

p(✓1, ✓2, . . . , ✓d | x) d✓2 . . . d✓d



Bayesian Statistics

• Bayesian methods are extremely powerful


• inference


• use prior information


• confidence


• can learn from new data: the output (Posterior) 
becomes your new Prior when new data comes in


• in Machine Learning: regression, error bars


• Real world applications use all concepts of this class



Least Squares and Model Fitting



Least squares regression
• Find a model (function) that represents (approximately) 

the data


• Minimize the distance of a model to the data


• Example: linear relation y = a x + b


• Calculus (derivatives) + matrices (inverse, transpose): < 
10 lines of code, finds a and

y

f(a, b;x1)

<latexit sha1_base64="JEA6ZCb0SqerDc48CFAFHpLVzoU=">AAAB6nicbVBdSwJBFL1rX2ZfVo+9DElgELIbQkUvUi89GuQH6CKz46wOzn40czcS8U/0EtFLQT+mv9C/aVwlUDswcDjnDPee68VSaLTtHyuzsrq2vpHdzG1t7+zu5fcP6jpKFOM1FslINT2quRQhr6FAyZux4jTwJG94g9uJ33jiSosofMBhzN2A9kLhC0bRSC7xi/TMu37uOKeEdPIFu2SnIH/EWSQFmKHayX+3uxFLAh4ik1TrlmPH6I6oQsEkH+faieYxZQPa46N01TE5MVKX+JEyL0SSqnM5Gmg9DDyTDCj29aI3Ef/zWgn6l+5IhHGCPGTTQX4iCUZk0pt0heIM5dAQypQwGxLWp4oyNNfJmepLRZdJ/bzklEtX9+VC5WZ2hCwcwTEUwYELqMAdVKEGDB7hFT7g05LWi/VmvU+jGWv25xDmYH39Atlci/0=</latexit>

y1

<latexit sha1_base64="uS0I5h8C0gL8KUR2ivMvhEk6XqE=">AAAB43icbVDLSgNBEOyNrxhfUY9eBoPgKexKQL0FvXiMYB6QhDA76U3GzD6Y6RWWkC/wIuJFwf/xF/wbJw+ERAsGiqoauqv9RElDrvvt5NbWNza38tuFnd29/YPi4VHDxKkWWBexinXL5waVjLBOkhS2Eo089BU2/dHt1G8+oTYyjh4oS7Ab8kEkAyk4WamR9TzGWK9YcsvuDOyXeKukBAvUesWvTj8WaYgRCcWNaXtuQt0x1ySFwkmhkxpMuBjxAY5nO07YmZX6LIi1fRGxmbqU46ExWejbZMhpaFa9qfif104puOqOZZSkhJGYDwpSxShm08KsLzUKUpklXGhpN2RiyDUXZM9SsNX/FP1LGhdlr1K+vq+UqjeLI+ThBE7hHDy4hCrcQQ3qIOARXuAdPhx0np1X520ezTmLP8ewBOfzBwGxidc=</latexit>

x1

<latexit sha1_base64="qvEcO/+Ktu9Y66ryYrSYDNUV5Dw=">AAAB4HicbVDLSgMxFL2pr1pfVZdugkVwVWakoO6KblxWtA9oS8mkmTY0kxmSO2Ip3bsRcaPgF/kL/o3pA6GtBwKHc06499wgUdKi5/2QzNr6xuZWdju3s7u3f5A/PKrZODVcVHmsYtMImBVKalFFiUo0EiNYFChRDwa3E7/+JIyVsX7EYSLaEetpGUrO0EkPzx2/ky94RW8K+kf8ZVKAOSqd/HerG/M0Ehq5YtY2fS/B9ogZlFyJca6VWpEwPmA9MZouOKZnTurSMDbuaaRTdSHHImuHUeCSEcO+XfYm4n9eM8Xwqj2SOklRaD4bFKaKYkwnbWlXGsFRDR1h3Ei3IeV9ZhhHd5Ocq75SdJXULop+qXh9XyqUb+ZHyMIJnMI5+HAJZbiDClSBQw9e4QM+SUBeyBt5n0UzZP7nGBZAvn4BAEuJWA==</latexit>

D2(a, b; {y}, {x}) =
X

i

(f(a, b;xi)� yi)
2

<latexit sha1_base64="RYWF+bY1DNx7UbUzplvIdR3un9Q=">AAACGnicbVBLSwMxGMz6rPVV9eglWIQWtGxLQaUIRT14rGCrYOqSTbNtaPZB8q10WfafePGveFHxouDFf+N2WwQfA4FhZkIyYwdSaDDNT2Nmdm5+YTG3lF9eWV1bL2xsdrQfKsbbzJe+urap5lJ4vA0CJL8OFKeuLfmVPTwd+1d3XGnhe5cQBbzr0r4nHMEopJJVaJzd1kp0z26QOCLJHolHJCnjY0x06FoCE8kdKDlZYmSJ8n5kCaJEfwDl25pVKJoVMwP+JtXfpIimaFmFZ9LzWehyD5ikWt9UzQC6MVUgmORJnoSaB5QNaZ/HWbUE76ZSDzu+So8HOFN/5KirdeTaadKlMNC/vbH4n3cTgnPYjYUXhMA9NnnICSUGH493wj2hOAMZpYQyJdIfYjagijJI18yn1f8U/Us6tUq1Xjm6qBebJ9MRcmgb7aASqqID1ETnqIXaiKEH9ITe0LtxbzwaL8brJDpjTO9soR8wPr4AkBCehA==</latexit>



Goodness of the fit
• In a normal distribution 


by definition, the random variable


becomes a Standard Gaussian variable with a mean of 0 and a variance of 
1 so we expect, for N-k degrees of freedom (dof):

<latexit sha1_base64="AaY9t9tDRyNGXNcMrH7pgi3BHlc=">AAACCXicdVBLSwMxGMzWV62vqkcvwSJUwbJbtOpBKHrxWME+sFuWbJptQ7MPkm/Fsuwv8OJf8SLiRcGLf8F/Y/rwUNGBwDAzIZlxI8EVmOaXkZmbX1hcyi7nVlbX1jfym1sNFcaSsjoNRShbLlFM8IDVgYNgrUgy4ruCNd3B5chv3jGpeBjcwDBiHZ/0Au5xSkBLTv7g1uH4HNueJDS51/wQ237s8KINfQZkP01sxXs+cXjq5AtmyRwDT4hV1uTYtM4qFWxNrQKaoubkP+1uSGOfBUAFUaptmRF0EiKBU8HSnB0rFhE6ID2WjJukeE9LXeyFUp8A8FidyRFfqaHv6qRPoK9+eyPxL68dg3faSXgQxcACOnnIiwWGEI9mwV0uGQUx1IRQyfUPMe0TPQro8XK6+k8//D9plEtWpVS5PipUL6YjZNEO2kVFZKETVEVXqIbqiKJH9Ize0LvxYDwZL8brJJoxpne20QyMj29WB5lV</latexit>

Zi =
xi � µi(✓)

�i



Over and Under-fitting
Play with notebook: PolynomialRegression.ipynb



Increasing the degree



Overfitting:coefficients diverge



Empirical: regularization
• Solution: add a regularization term

Avoids overfitting



Tuning the regularization parameter



Physics: back to statistics!

• Goodness of fit


• Bayesian evidence—also called the marginal likelihood—is the 
normalizing constant in Bayes' theorem. It integrates the product of the 
likelihood


• Unlike a maximum-likelihood fit or χ², which only looks at the absolute 
best-fit coordinate, the evidence calculates the average performance of 
the model across its entire prior range.


• “Built-in” Occam’s factor


• Comparing models: evidence ratio, Jeffreys Scale

<latexit sha1_base64="MvRkAWsjP8xJoVM1c2o14RH23Ks="></latexit>

Z ⌘ P (d | M) =

Z

⌦
L(~✓)⇡(~✓) dD~✓



What we touched upon

• Likelihood from probability (and their differences)


• Maximum likelihood method


• Uncertainties on the model parameters from likelihood 
ratio (Gaussian or not)


• Profile likelihood for nuisance parameters


• A peek at Bayesian statistics 


• A hint at model fitting



What we didn’t address 
• Hypothesis Testing & Discovery Criteria


• Goodness-of-Fit & Model Comparison


• Bootstrap - rassampling 


• Systematic errors


• Connected to Bayesian Statistics & Inference


• Markov Chain Monte Carlo (MCMC): Algorithms for marginalizing over 
high-dimensional parameter spaces 


• Nested Sampling: Algorithms like MultiNest or Dynesty used for 
calculating Bayesian evidence and model selection in cosmology.


• Modern methods connected to Deep Learning


• Neural posterior estimators


• Simulation based inference


• Etc., etc.



Discussion
• Statistics is a key element in physics, and specially in 

particle physics, astrophysics and cosmology


• Introduced a few key concepts and worked simple 
examples in more detail, but covered a tiny part of the 
subject 


• We are in the era of Big Data and Deep Learning. Modern 
statistical methods are an important part, but never give 
up the understanding!


• Use and have fun with the notebooks



Credits
Part 1 of these lectures was taken from the lectures Confidence 
intervals in particle physics by Dario Rodrigues (University of Buenos 
Aires - UBA), presented at the Magnificent CEvNS School at CBPF, 
Rio de Janeiro (https://indico.cern.ch/event/1458241/), which were 
originally prepared by Professor Ricardo Piegaia from UBA.

https://indico.cern.ch/event/1458241/

